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1.1 Introduction

Self-Organizing Maps (SOMs) are a form of Machine Learning methods which are

popularly applied as a tool to either cluster vectorial information, or to produce

a topology preserving projection of high dimensional data vectors onto a low di-

mensional (often 2-dimensional) display space [1.20]. A SOM is generally trained

unsupervised. The computational complexity of the underlying algorithms grows

linearly with the size and number of inputs, which renders the SOM suitable for

data mining tasks. The standard SOM algorithm is defined on input domains involv-

ing fixed sized data vectors. It is however recognized that many problem domains

are naturally represented by structured data which are more complex than fixed

sized vectors. Just to give some examples, in speech recognition, data is available in

the form of variable length temporal vectors, while in Chemistry data is most natu-

rally represented through molecular graphs. Moreover, numerous data mining tasks

provide structural information which may be important to consider during the pro-

cessing. For example, document mining in the world wide web involves both inter-

document structure due to the formatting or hypertext structure, and intra-document

structure due to hyperlink or reference dependencies. Note that any model capable

of dealing with graphs can be used also in applications involving vectors, sequences,

and trees, since these are special cases of graphs.

Traditionally, structured information is pre-processed so as to squash structural

information into fixed sized vectors. While this pre-processing step allows the ap-

plication of conventional Machine Learning methods it may also result in the loss of

some relevant structural information in the original data space. Hence, it is prefer-

able to develop methods which can deal directly with structured information.

Early works on extending the SOM towards the processing of time series data

has been presented in [1.20] to allow the clustering of phonemes.One of the early at-

tempts to allow the encoding of graphs used a metric over graphs in order to produce

a fixed sized input to a SOM from a set of graphs [1.10]. The approach in [1.10] uses

the edit distance to describe structural similarities in the input domain. This effec-

tively is a transformation which can take place as a pre-processing step. Approaches
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proposed in [1.15, 1.14, 1.12] allow the direct encoding of directed ordered tree

structured information. This has been made possible by processing the individual

nodes of a graph rather than the graph as a whole, and through the introduction of

the notion of states. The state is the activation of the map as a result of a mapping

of a given node. This state is passed on to neighboring nodes in a graph and is used

as an additional input when processing a node. We will give a formal description of

the approach later in this chapter.

When dealing with graphs, we distinguish between graph focused applications

and node focused applications. In graph focused applications, an assessment is to

be made about a given structure as a whole while in node focused applications an

assessment is made at each node in a graph. For example, in Chemistry, the molecule

structure as a whole influences chemical properties of a given molecule, and hence,

this is a graph focused application. On the contrary, the way a web page (a node)

is connected to other web pages by hyper-links (the edges) on the Web (the graph)

influences the relevance of the web page with respect to a focused query; in this

case, we have a node focused application for which an assessment is to be made on

the individual nodes of the Web graph.

This chapter gives an overview of Self-Organizing methods capable of dealing

directly with graph structured information for both, node focused and graph focused

applications. Both formal and algorithmic descriptions are provided, and results of

selected practical applications are presented.

The notation used throughout this chapter will use lowercase bold letters to de-

note vectors. Subscript notation will be used when referencing the labels attached

to vertices in a data structure. Hence uv denotes the vector of variables labeling a

vertex v. Uppercase bold letters will be used to denote matrices, calligraphic letters

for representing graphs, and bold calligraphic letters for representing domains.

1.2 Fundamental Concepts of Data Structures

This section provides a formal definition of graphs. Given a graph G, we indicate

with vert(G) and edg(G) the set of nodes (or vertices) and the set of arcs (or edges) of

the graph, respectively. Each edge is defined by the pair of nodes which are linked by

the edge. A graph is said to be a directed graph (DG) when these pairs are ordered.

For a directed graph, the indegree of a vertex v is the number of incoming edges to

v, whereas the outdegree of v is the number of outgoing edges from v.

A number of subclasses of directed graphs can be considered:

1. DAGs (directed acyclic graphs). A DAG is a directed graph with no directed

cycles, that is there are no directed paths starting at and ending to the same

vertex.

2. DPAGs (directed positional acyclic graphs). DPAGs are DAGs in which it is

assumed that for each vertex v, two injective functionsPv : in(v) → [1� 2� ...� i]
and Sv : out(v) → [1� 2� ...� o] are defined on the edges entering and leaving

from v, where i and o are the maximum allowed indegree and outdegree for the
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considered DPAGs, respectively. In this way, a positional index is assigned to

each entering and leaving edge from a node v.

3. DOAGs (directed ordered acyclic graphs). A DPAG � is said to be a DOAG

when for each vertex v ∈ vert(�) a total order on the edges leaving from v

is defined. For example, in the case of graphs representing logical terms, the

order on outgoing edges is immediately induced by the order of the function

arguments.

4. DBAGs (directed bipositional acyclic graphs). A DPAG� is said to be a DBAG

when the ordering of the parents and children is compatible, i.e. if for each edge

(u� v) ∈ edg(�), we have Pv(u) = Su(v). This property states that if vertex u

is enumerated as parent number i of v then v is enumerated as child number i

of u and vice versa.

A DAG � is generally required to possess at least one supersource, i.e. a vertex

s ∈ vert(�) such that every vertex in vert(�) can be reached by a directed path

starting from s. If no supersource is present, a new node connected with all the

nodes of the graph having null indegree can be added.

Given a DAG � and v ∈ vert(�), we denote by ch[v] the set of children (or

directed successors) of v, and the k-th child of v by chk[v]. Similarly, we denote by

pa[v] the set of parents (or directed predecessors) of v, and the k-th parent of v by

pak[v].
The data structures may be labeled. Labels are tuples of variables and are at-

tached either to vertices, or edges, or both. These variables express features attached

to a given node. The label attached to node v is coded by values in U ⊂ IRm. When

using connectionist models either numerical or categorical variables assume real-

valued representations with values in U . Note that DGs with labeled edges can be

reduced to DGs having only labels on the nodes. A straightforward method for re-

ducing structures with labeled edges to structures with unlabeled edges is to move

each label attached to an edge leaving a given node to the label attached to the same

node.

Given a labeled DG, G, the DG obtained by ignoring all node labels will be

referred to as the skeleton of G, denoted skel(G). Clearly, any two data structures

can be distinguished because they have different skeletons, or, if they have the same

skeleton, because they have different node labels.

In the following, we shall denote by �[i� o] the class of DGs with maximum

indegree i and maximum outdegree o. A generic class of DGs with bounded (but

unspecified) indegree and outdegree, will simply be denoted by �. The class of all

data structures defined over the label universe domain U and skeleton in �[i� o] will

be denoted as U
�[i�o]. The void DG will be denoted by the special symbol ξ.

Figure 1.1 presents examples of visual patterns represented as DOAGs. Each

node of the graph represents a different colored component of the visual pattern,

while edges are used to encode the concept of “connected with”. The direction of

the edges is decided on the basis of a procedure which scans the picture bottom up

and left to right. Labels are not shown in the figure.
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Fig. 1.1. Examples of DOAGs representing visual patterns. Labels are not shown.

1.3 A SOM for Structured Data �SOM-SD)

The aim of the SOM learning algorithm is to learn a feature map

M : I → � (1.1)

which given a vector in the spatially continuous input space I returns a point in

the spatially discrete output display space �. This is obtained in the SOM by as-

sociating each point in � with a different neuron. Moreover, the output space �

topology is typically endowed by arranging this set of neurons as the computation

nodes of a one- or two-dimensional lattice. Given an input vector xv , the SOM re-

turns the coordinates within � of the neuron with the closest weight vector. Thus,

the set of neurons induce a partition of the input space I . In typical applications

I ≡ IRm, where m � 2, and � is given by a two dimensional lattice of neurons.

With this setting, high dimensional input vectors are projected into the two dimen-

sional coordinates of the lattice, with the aim of preserving, as much as possible,

the topological relationships among the input vectors, i.e., input vectors which are

close to each other should be projected to neurons which are close to each other

on the lattice. The SOM is thus performing data reduction via a vector quantization

approach. It can be shown that a SOM is actually related to a discrete version of the

principal curves algorithm [1.26].

In a more generic case, when the input space is a structured domain with labels

in U , we redefine equation (1.1) to be:

M� : U
�[i�o] → � (1.2)

This can be realized through the use of the following recursive definition:
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M�(G) =

�
nil� if G = ξ

Mnode

�
us�M

�(G(1))� . . . �M�(G(o))
�

otherwise
(1.3)

where s = supersource(G), G(1)� . . . �G(o) are the (eventually void) subgraphs

pointed by the outgoing edges leaving from s, nil� is a special coordinate vector

into the discrete output space �, and

Mnode : U ×�× · · · ×�
� �� �

o times

→ � (1.4)

is a SOM, defined on a generic node, which takes in input the label of the node and

the “encoding” of the subgraphs G(1)� . . . �G(o) according to theM� map. By “un-

folding” the recursive definition in equation (1.3), it turns out that M�(G) can be

computed by starting to applyMnode to leaf nodes (i.e., nodes with null outdegree),

and proceeding with the application of Mnode bottom-up from the frontier to the

supersource of the graph G.

1.4 Model of Mno�e

In the previous section we saw that the computation of M� can be recast as the

recursive application of the SOMMnode to the nodes compounding the input struc-

ture. Moreover, the recursive scheme for graph G follows the skeleton skel(G) of the

graph. In this section, we give implementation details on the SOMMnode.

For each node v in vert(G), we have a vector uv of dimension m. Moreover, we

realize the display output space � through a q dimensional lattice of neurons. We

assume that each dimension of the q dimensional lattice is quantized into integers,

ni, i = 1� 2� . . . � q, i.e., � ≡ [1 . . . n1] × [1 . . . n2] × · · · × [1 . . . nq]. The total

number of neurons is
�q

i=1 ni, and each “point” in the lattice can be represented

by a q dimensional coordinate vector c. For example, if q = 2, and if we have n1

neurons on the horizontal axis and n2 neurons on the vertical axis, then the winning

neuron is represented by the coordinate vector y ≡ [y1� y2] ∈ [1 . . . n1]× [1 . . . n2]
of the neuron which is most active in this two dimensional lattice.

With the above assumptions, we have that

Mnode : IRm×([1 . . . n1]× · · · × [1 . . . nq])
o → [1 . . . n1]×· · ·×[1 . . . nq]� (1.5)

and the m+oq dimensional input vector xv toMnode, representing the information

about a generic node v, is defined as

xv =
�
uv ych1[v] ych2[v] · · · ycho[v]

�
� (1.6)

where ychi[v] is the coordinate vector of the winning neuron for the subgraph

pointed by the i-th pointer of v. In addition, we have to specify how nil� is de-

fined. We can choose, for example, the coordinate [−1� . . . �−1
� �� �

q

].
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Of course, each neuron with coordinates vector c in the q dimensional lattice

will have an associated vector weight wc ∈ IRm+oq .

Notice that, given a DAG �, in order to compute M�(�), the SOM Mnode

must be recursively applied to the nodes of �. One node can be processed only

if all the subgraphs pointed by it have already been processed by Mnode. Thus,

the computation can be parallelized on the graph, with the condition that the above

constraint is not violated. A data flow model of computation fits completely this sce-

nario. When considering a sequential model of computation, a node update schedul-

ing constituted by any inverted topological order [1.4] for the nodes of the graph

suffices to guarantee the correct computation ofM�.

Finally, it must be observed that, even if the SOM Mnode is formally just tak-

ing care of single graph nodes, in fact it is also “coding” information about the

structures. This does happen because of the structural information conveyed by the

ychi[v] used as part of the input vectors. Thus, some neurons of the map will be

maximally active only for some leaf nodes, others will be maximally active only for

some nodes which are roots of graphs, and so on.

1.5 Training algorithm for Mno�e

The weights associated with each neuron in the q dimensional latticeMnode can be

trained using the following two step process:

Step 1 �Competitive step). In this step the neuron which is most similar to the in-

put node xv (defined as in equation (1.6)) is chosen. Specifically, the (winning)

neuron, at iteration t, with the closest weight vector is selected as follows:

yi�(t) = argmin
ci

�Λ(xv(t)−mci
(t))�� (1.7)

where Λ is a (m + cq) × (m + cq) diagonal matrix which is used to balance

the importance of the label versus the importance of the pointers. In fact, the

elements λ1�1� · · · � λm�m are set to µ, the remaining elements are set to 1-µ.

Notice that if cq = 0 and µ = 1, then the standard SOM algorithm is obtained.

Step 2 �Cooperative step). The weight vector my
i�

, as well as the weight vector

of neurons in the topological neighborhood of the winning neuron, are moved

closer to the input vector:

mcr
(t + 1) = mcr

(t) + η(t)f(Δi�r)(xv(t)−mcr
(t))� (1.8)

where the magnitude of the attraction is governed by the learning rate η and

by a neighborhood function f(Δi�r). Δi�r is the topological distance between

cr and ci� in the lattice, i.e., Δi�r = �cr − ci��, and it controls the amount

to which the weights of the neighboring neurons are updated. Typically, the

neighborhood function f(·) takes the form of a Gaussian function:

f(Δi�r) = exp

�

−
Δ2

i�r

2σ(t)2

�

(1.9)
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where σ is the spread. As the learning proceeds and new input vectors are given

to the map, the learning rate gradually decreases to zero according to the speci-

fied learning rate function type. Along with the learning rate, the neighborhood

radius σ(t) decreases as well 1.

Putting is all together, the training algorithm of the SOM-SD can be described

as shown by Algorithm 1, where for the sake of notation we denoteMnode by M.

We will use this concise notation also in the following.

Algorithm 1 Stochastic Training Algorithm for SOM-SD

input: Set of training DAGs T = {�i}i=1�...�N
, o maximum outdegree of DAGs in T , map

M, Niter number of training iterations, µ structural parameter, η�0), σ, network size;
begin
initialize the weights forM with random values from within U ;
for t = 1 to Niter
shuffle DAGs in T ;
for j = 1 to N
List(�j)← an inverted topological order for vert��j);

for v ←first(List(�j)) to last(List(�j)) do

yv ← arg min[a�b]

�
µ �uv −m

�l)
[a�b]�+ �1− µ) �ych[v]

−m
�r)
[a�b]�

�
;

foreach m[c�d] ∈M do

m
�l)

[c�d]
← m

�l)

[c�d]
+ α�t)f�Δ[c�d]�y

v
) �m

�l)

[c�d]
− uv);

m
�r)
[c�d] ← m

�r)
[c�d] + α�t)f�Δ[c�d]�yv

) �m
�r)
[c�d] − ych[v]

);

returnM;
end

In this version of the algorithm, the coordinates for the (sub)graphs are stored in

yv , once for each processing of graph �, and then used when needed2 for the train-

ing of M. Of course, the stored vector is an approximation of the true coordinate

vector for the graph rooted in v, however, since the learning rate η converges to zero

this approximation can be negligible.

1.6 Contextual Self-Organizing Maps

The Contextual Self-Organizing Map (CSOM-SD) model family is able to capture

contextual information about the input structure, i.e., given a substructure s with su-

persource v, a CSOM-SD model also considers the ancestors of v (and descendants

of ancestors of the parents of v) when encoding s.

1 Generally, the neighborhood radius in SOMs never decreases to zero. Otherwise, if the
neighborhood size becomes zero, the algorithm reduces to vector quantization (VQ) and
no longer has topological ordering properties [1.21].

2 Notice that the use of an inverted topological order guarantees that the updating of the
coordinate vectors xv is done before the use of xv for training.
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The CSOM-SD model family is composed of two models: the layered CSOM-

SD, proposed in [1.12], and the common CSOM-SD, proposed in [1.13].

1.6.1 The Layered CSOM-SD

The idea is quite simple and reminiscent of a Cascade-Correlation constructive ap-

proach. It consists of training a stack of SOM-SDs defined as follows: the first

SOM-SD, i.e.M(0), is a standard SOM-SD as was presented in Section 1.3. Succes-

sive SOM-SDs are then trained by expanding the network input (and consequently

the weight vectors �) by state information about the corresponding nodes’ parents

on the previously trained map. Formally, given a vertex v, let y
(0)
v denote the co-

ordinates of the winner neuron for v in M(0). Then, new SOM-SDs are trained,

where the input representation of a vertex v for SOM-SD M(i) (i > 0) is given by

x
(i)
v = [uv�y

(i)

ch[v]
�y

(i−1)
pa[v] ], i.e. the input representation for v includes also a contri-

bution from the parents of v (we recall that the in-degree and out-degree of a vertex

are supposed to be bounded by in and out, respectively), which is the vector ob-

tained by considering the coordinates of the winner neurons, in SOM-SD M(i−1),

for all the parents of v, where if the parent at position j is not present, then the vector

ynil = [−1�−1] is used. Accordingly, the codebook vectors ofM(i) are defined as

m
(i)
[c�d] ≡ [m

(i�l)
[c�d]�m

(i�rch)
[c�d] �m

(i�rp�)

[c�d] ], and the distance used to compute the winner

is defined as

d(x(i)
v �m(i)) = µ1�uv−m(i�l)�+µ2�y

(i)

ch[v]
−m(i�rch)�+µ3�y

(i−1)
pa[v]−m(i�rp�)��

where the parameters µ1� µ2� µ3 are used to modulate, for each vertex, the contri-

bution of the label, the structural information concerning the descendants, and the

structural information concerning the ancestors, respectively. Usually, the values

used for these parameters is non-negative and such that µ1 + µ2 + µ3 = 1.

The training algorithm of the layered CSOM-SD in presented in Algorithm 2.

The number of layers can be chosen arbitrarily. In practice, it is useful to define a

performance measure on the trained M, and to stop at a layer at which the perfor-

mance does not give any further significant improvements. Moreover, the maximum

number of layers can be determined by computing the longest path between any two

nodes in the training set. No further benefit can be expected by setting the number

of layers to more than this longest path.

1.6.2 The common CSOM-SD

This variant is based on the observation that, while the winner mapping of parent

vertices is not available at a training time instant q, it is available (in approximation)

by retrieving the winner mappings at time q − 1. Given the asymptotic nature of

the training algorithm, and given the cardinality of the mapping space, it can be

assumed that winner mappings do not change significantly between two iterations,

and hence, the utilization of winner mappings from a previous iteration in place of
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Algorithm 2 Stochastic Training Algorithm for the layered CSOM-SD

input: Set of training DAGs T = {�k}k=1�...�N
, o maximum outdegree of DAGs in T ,

mapsM�i), Nlev number of levels in CSOM-SD, Niter number of training iterations,
µ, η�0), σ, network size.

begin

M�0) ← SOM-SD(T );
∀�k ∈ T�∀v ∈ vert��k) let y�0)

v be the coordinate vector for the winning neuron inM�0);
for i = 1 to Nlev

randomly set the weights forM�i);
for t = 1 to Niter
shuffle DAGs in T ;
for j = 1 to N
List(�j)← an inverted topological order for vert��j);

for v ←first(List(�j)) to last(List(�j)) do

y�i)
v ← arg min[a�b]

�
µ1 �uv −m

�i�l)
[a�b]�+ µ2 �y

�i)

ch[v]
−m

�i�rch)
[a�b] � +

µ3 �y
�i�1)
pa[v] −m

�i�rp�)

[a�b] �
�
;

foreach m
�i)
[c�d] ∈M

�i) do

m
�i�l)
[c�d] ← m

�i�l)
[c�d] + α�t)f�Δ

[c�d]�y�i)
v

)µ1 �m
�i�l)
[c�d] − uv);

m
�i�rch)
[c�d] ← m

�i�rch)
[c�d] + α�t)f�Δ

[c�d]�y�i)
v

)µ2 �m
�i�rch)
[c�d] − y

�i)

ch[v]
);

m
�i�rp�)

[c�d] ← m
�i�rp�)

[c�d] + α�t)f�Δ
[c�d]�y�i)

v
)µ3 �m

�i�rp�)

[c�d] − y
�i�1)
pa[v] );

returnM�0)�M�1)� . . . �M�Nlev);
end

the ones that are not available at a current iteration should be a valid approximation

which becomes more and more accurate as training proceeds. The idea is advanced

further by removing the initialization problem (i.e. at q = 0 there is no mapping

from time q − 1 available), and the need to memorize the mappings of the time

instant q − 1. This is achieved by iterating, for a fixed number of times (limit), the

winner computation for each vertex of a graph as is shown by Algorithm 3. This

way simplifies the training of a CSOM-SD by reducing Algorithm 2 to a single map

solution, and accordingly, the codebook vectors ofM are then defined as m[c�d] ≡

[m
(l)
[c�d]�m

(rch)
[c�d] �m

(rp�)

[c�d] ].

1.7 Experiments

This section is to demonstrate the capabilities of the method described in this chapter

when applied to a graph focused application. A data set drawn from an established

benchmark problem [1.16] has been utilized. The data set consists of an arbitrar-

ily large collection of images and has been designed specifically to evaluate data

structure processing methods.

The data set consists of images produced by means of an attributed plex gram-

mar [1.16]. The grammar allows to compose complex objects from a collection of
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Algorithm 3 Stochastic Training Algorithm for the common CSOM-SD

input: Set of training DAGs T = {�k}k=1�...�N
, o maximum outdegree of DAGs in T ,

mapsM�i), Niter number of training iterations, µ, η�0), σ, network size.
begin
randomly set the weights forM;
for j = 1 to N
foreach v ∈ vert��j) do yv = [−1�−1];

for t = 1 to Niter
shuffle DAGs in T ;
for j = 1 to N

foreach v ∈ vert��j) do ŷ�0)
v = yv;

for q = 1 to limit
foreach v ∈ vert��j) do

ŷ�q)
v ← arg min[a�b]

�
µ1 �uv −m

�l)
[a�b]�+ µ2 �ŷ

�q�1)

ch[v]
−m

�rch)
[a�b] � +

µ3 �ŷ
�q�1)

pa[v]
−m

�rp�)

[a�b]
�
�
;

foreach v ∈ vert��j) do

yv ← ŷ�limit)
v ;

foreach m[c�d] ∈M do

m
�l)

[c�d] ← m
�l)

[c�d] + α�t)f�Δ[c�d]�yv
)µ1 �m

�l)

[c�d] − uv);

m
�rch)
[c�d] ← m

�rch)
[c�d] + α�t)f�Δ[c�d]�yv

)µ2 �m
�rch)
[c�d] − ych[v]

);

m
�rp�)

[c�d] ← m
�rp�)

[c�d] + α�t)f�Δ[c�d]�yv
)µ3 �m

�rp�)

[c�d] − ypa[v]);

returnM;
end

simple two-dimensional elements (terminal symbols) such as a square, triangle, or

disc. We re-used the scripts provided in [1.9] to produce a total of 7500 distinct im-

ages which were split in half to provide training and test data set. The images were

categorized into three domains which were named “Traffic Policemen”, “Houses”,

and “Sailing Ships” each of which consisted of 2500 samples. One sample pattern

for each domain, and its graphical representation, was shown in Figure 1.1.

We developed a simple algorithm to extract labeled graph structures from these

pictures. The algorithm executes a scan line approach and assumes that every object

is placed on plain background, and that every basic element is uniformly colored.

Images are scanned from bottom to top, and from the left to the right. If a pixel

is found which is not of the background color then the algorithm goes into recur-

sion by marking the area which is connected and of the same color as the detected

pixel. While the area is being marked, it is attempted to find nearby elements that

are connected to this area but of different color. These elements are then marked

recursively. The algorithm terminates when no more unmarked pixels are found.

The graph structure is produced by electing the area which has been marked first to

be the root node of the graph. Elements which were connected to this root area are

set to be the offsprings of the root node. The procedure continues recursively until
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Fig. 1.2. Clustering of root nodes in a SOM-SD map of size 102 × 118. 30 named sub-
clusters are highlighted. In actual fact more sub-clusters are present but are not be intuitively
visible as they overlap.

all marked areas were considered. Each node receives a two dimensional data label

consisting of the x� y coordinates of the center of gravity of the associated area.

The result is a total of 7500 graphs which have the following properties:

Outdegree Depth Number of nodes

Data set Max. Min Max Min Max

Policemen 3 4 5 9 11

Houses 5 2 3 4 7

Ships 6 1 3 3 13

Hence, policemen patterns produce deep narrow graphs, ships have a relatively

large and wide data structure, and houses are small but wide structures with a depth

which can only be two or three. It must be pointed out that some features of the

images are encoded only in the labels. For example, when considering policemen,

the location of the arm is not encoded in the graph structure, but in the data label.

The maximum outdegree of all nodes in the data set is six. Therefore, the di-

mension of every input vector x is 2+2× 6 = 14, where the first 2 is the dimension

of the data label, and the maximum outdegree is multiplied by the dimensionality

of the map which is 2. The 3750 graphs in the training set featured a total of 29,908

nodes. The test set contained another 3� 750 graphs and had a total of 29,984 nodes.
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Fig. 1.3. Zoom into root nodes belonging to graphs obtained from images featuring a house as
mapped after 300 training iterations. One training sample has been drawn to display a pattern
typically found in the indicated area.

1.7.1 Results

In Figure 1.2 we show the clustering of root nodes obtained by a SOM-SD with

12036 neurons arranged in a two-dimensional grid of size 102 horizontal and 118
vertical, after 300 iterations of training. Root nodes belonging to the domain ’House’

are represented as squares, those associated with the domain ’Ship’ are presented as

crosses. The root nodes from the domain ’Policemen’ are represented by diamond

shaped symbols. It can be seen that the domains ’Houses’, ’Ships’, and ’Policemen’

are well represented in individual, not overlapping clusters. Hence, SOM-SD has

demonstrated to be able to encode structural information well. Furthermore, it is

found that for each domain cluster there are a number of sub-clusters. A collection

of 30 sub-clusters have been named in Figure 1.2. Fact is that there are more than 30

sub-clusters present. However, they are not clearly visible as they overlap (such as

for the cluster named b1) or are connected with another sub-cluster like the clusters

named h10 and h11.

Figures 1.3, 1.5, and 1.6 present a zoom into the clusters formed by houses,

ships, and policemen. A typical sample has been retrieved for many sub-clusters

and are displayed accordingly. The graph representation of a sample is displayed

to its right, and its id is plotted underneath. The id identifies a pattern through a

unique name. For example, the id h573 is associated with the 573rd house in the

data set. To avoid further cluttering, the graph presentations do not show the data

labels associated with its nodes.
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Fig. 1.4. Examples of graphs belonging to class hause featuring identical structures but differ
in the labels attached to the nodes.

When considering Figure 1.3 it can be seen that the map has performed feature

mapping as one would expect; pattern that are mapped within a sub-cluster share the

same features, and pattern mapped in nearby sub-clusters share similar features. In

addition, it has been found that there is an ordering even within each sub-cluster. For

example, we found that houses mapped onto cluster h5 generally had a small roof

when mapped closer to the left end of the cluster. Houses mapped closer to the right

end of cluster h5 featured a large roof. This agrees with the observation that patterns

in cluster h5 which are located to the right of cluster h5 show typically houses with

a small roof, whereas houses with a large roof are found in clusters located to the

right of h5.

Some of the sample patterns displayed in Figure 1.3 feature identical graph rep-

resentations. Nevertheless, they are mapped onto different sub-clusters. Figure 1.4

allows a closer look at the patterns named h1179, h377, h1549, and h2263 by

displaying the structural representation and its data labels. Dictated by the scan-line

algorithm employed to produce these graph structures, the root node is a represen-

tation of the houses’ body, the data label associated is the center of gravity of the

body. When looking from the left to right, the first offspring is the door, the next

two offsprings represent the windows, and the last offspring of the root node is the

roof. The node representing the roof has an offspring by its own. This is the chimney

of the house. As can be seen, the Euclidean distance between the labels associated

with nodes representing the windows is considerable larger than the difference be-

tween labels associated with the root node, and the nodes representing the door and

roof. The Euclidean distance between labels associated with the chimney is also

large. We also found that patterns located in the same sub-cluster showed windows

located in the same configuration. For example, almost all patterns mapped in the

same sub-cluster as the pattern named h1549 showed two windows in the upper

row. This observation leads to the conclusion that patterns may be mapped in dis-

tinct sub-clusters in accordance to information stored in the data label, where data

labels located closer to the root node have a stronger effect on where a pattern is

eventually mapped.
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A zoom into sub-clusters formed by the instance ’Ship’ is displayed in Fig-

ure 1.5. Ships could feature as many as three windows, and up to three masts which

were with or without sails, or with or without flags. This class of patterns had the

largest range of differently structured graphs. This is reflected in a relatively large

number of sub-clusters which are not always clearly separated. Nevertheless, we

found that patterns within a sub-cluster shared similar features, and patterns mapped

onto nearby sub-clusters shared more similarities than those mapped in distant sub-

clusters. However, the mapping is not as ’clean’ as for the instance houses. In partic-

ular, features that were located deeper inside the graph structure (which represented

flags and sails) haven’t been mapped in distinct areas. We believe that the map hasn’t

been chosen large enough to allow a distinct mapping of such a large number of dif-

ferent instances, so that the network is forced to focus on more relevant information

presented closer to the root node.
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Fig. 1.5. Zoom into the mapping of root nodes from the class ’ships’. A sample typically
found in the indicated area is shown.

The third instance of patterns formed the clustering as shown in Figure 1.6. Ap-

parently, the policemen patterns were mapped only into two distinct sub-clusters.

We found that the policemen patterns produced only two different graph struc-

tures depending on whether the original image featured a policemen with long



1. Self-Organizing Maps for Structured Domains 15

pants where the legs were not visible, or with both legs visible. The former pro-

duced graphs where the root node (the pedestal) had only one offspring (the pants),

whereas in the other case the rot node had two offsprings (the two legs). These two

structures formed the two distinct clusters on the map. Any other information, such

as the location of the arm was encoded in the data label. When looking closer at

the mapping of the patterns within each sub-cluster, we found that there is a logical

ordering of graphs according to information present in the data label. For example,

the cluster formed by patterns showing policemen with both legs visible mostly fea-

tured images showing a policemen with a raised left arm if mapped closer to the

upper right corner of that cluster. Patterns mapped closer to the lower right corner

had both arms lowered, those mapped nearer to the lower left area showed a raised

left arm, and patterns with both arms raised were typically mapped near the upper

left corner.

b337
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b1123

60 80 100
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100

Fig. 1.6. Zoom into the clusters formed by root nodes belonging to the class ’policeman’. A
sample commonly found in the area as indicated is shown.

The results displayed in Figures 1.3, 1.5, and 1.6 have demonstrated that the

SOM-SD training algorithm is well able to encode both, structural information as

well as data presented in the data label. The quality of the mapping can be adjusted

through the parameter µ. This allows SOM-SD to focus more strongly on the map-

ping of structural details or on the data labels.
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The previous Figures showed the mappings of root nodes only. This was done

due to the fact that for a SOM-SD, the input vector associated with the root node

is the encoding of the special sub-structure containing the whole graph. In other

words, the mapping of the root node by the SOM-SD is the result of accumulated

information about the graph as a whole. To show the mappings of intermediate or

leaf nodes, this is done in Figure 1.7 where the mapping of all leaf nodes (diamond

shaped symbols), intermediate nodes (squares), and root nodes (pluses) are depicted.

It can be seen that these three instances of nodes are mapped in distinct areas with

very limited overlap. In fact, there are relatively large areas of the map that haven’t

been activated by any of the nodes from the data set. These separate the clusters

formed by different types of nodes. This indicates that the map should be able to

generalize well resulting in the ability to retrieve and recognize unseen patterns

properly.

0
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60

80

100

0 20 40 60 80 100

Fig. 1.7. Location of all nodes from the training set. The location of root nodes are repre-
sented as pluses, intermediate nodes are given as squares, and leaf nodes are mapped in areas
showing diamond shaped symbols.

A SOM-SD is particularly suitable for graph focused or node focused applica-

tions involving graph with a causal structure. In applications where a graph can not

be assumed to have been build through causal relationships between its elements, it

is required to use either the layered CSOM-SD or the common CSOM-SD methods.

To illustrate the ability of a CSOM-SD, a set of layered CSOM-SDs were trained on

a subset of the benchmark problem used before. A result is illustrated in Figure 1.8.

For clarity, we illustrate the result of a relatively small map containing 384 neu-

rons organized on a 24 × 16 map with a hexagonal relationship between neurons.
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The plots present the mapping of all sub-structures in the dataset on a 3-layered

CSOM-SD. Each hexagon refers to a neuron location. Superimposed on each neu-

ron location is the substructure which was mapped at that location. The hexagons

are filled with a gray value to indicate the strength of the activation (the total num-

ber of mappings) at any given neuron location. The darker the fill color, the more

sub-structures are mapped at the location. The plots highlight an example of two

substructures which are identical but are part of two different graphs. It is seen that

this substructure (the highlighted structure featuring 3 nodes, two of which are leaf

nodes) are mapped at different locations since they appear in a different context

within the two graphs. Note also that the plots do not show a nice clustering of the

data. This is due to the size of the SOM which is too small to allow a suitable clus-

tering of the graphs. The purpose of these plots is to illustrate that a CSOM-SD can

cluster differentiate identical substructures if they occur within graphs that differ

whereas a SOM-SD would not be capable of differentiating such sub-structures.

An additional important observation in Figure 1.8 is the diversification of the

mappings of substructure which increases with the layer of the CSOM-SD. For ex-

ample, it can be seen that the number of neurons activated by root nodes clearly

decreases from level 0 to level 1, and decreases further to level 2. This is testament

to the fact that a CSOM-SD at level 0 is equivalent to a SOM-SD, and hence, can

not differentiate sub-structures which occur in a different context. In other words,

the number of sub-structures which can be distinguished by a SOM-SD is lesser

than for a CSOM-SD at a level other than level 0. With each level, the CSOM-

SD accumulates more and more contextual information for each substructure, and

hence, more and more sub-structures can be differentiated. But since the size of the

network remained constant, and hence, the mappings of sub-structures get more and

more cramped into the available mapping space. This causes a reduction of mapping

space that is available for certain types of nodes such as the root nodes.

1.8 Computational Power of the Models

In this section, we study the computational power of the SOM-SD family. Here

we are interested in summarizing results about the “discriminative” ability of the

maps. Specifically, we say that two input structures with supersource s1 and s2

can be discriminated by a map if the winning neuron for (the supersource of) s1 is

different from the winning neuron for (the supersource of) s2. We say that a class of

structures can be discriminated by maps belonging to a specific family M if given

any finite set S of structures belonging to class S, there exists a mapM in the family

M able to discriminate among the structures in S.

1.8.1 SOM-SD can discriminate trees

The SOM-SD requires the processing of data in a strict causal manner, i.e. from

vertices with zero out-degree towards the supersource. It is not possible to process
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Layered CSOM-SD at Level 0 Layered CSOM-SD at Level 1

Layered CSOM-SD at Level 2

Fig. 1.8. A SOM-SD of size 24 × 16 trained
without context (upper left), with context at the
first level (upper right), with context at the sec-
ond level (left). Below, the mapping of two trees
and all their subtrees at level 2. The two trees
had a substructure mapped at the same location
(the highlighted neuron at level 0 in the upper
left) when trained without context. The zoomed
area is to facilitate the viewing. No nodes were
mapped underneath the zoomed area.

Zoom
Zoom
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Fig. 1.9. Examples of two structures that a SOM-SD is not able to discriminate. Both the
vertices with label “d” in the tree (a) and the DAG (b) will have the same winner for a SOM-
SD. Consequently also the vertices in (a) and (b), with the same label, will have the same
winners.
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Fig. 1.10. Structures of Figure 1.9 where for each vertex we have reported both the enumer-
ation of the outgoing edges (at the start of each outgoing edge) and the enumeration of the
incoming edges (at the end of each incoming edge).

vertices in any other order since otherwise it is possible that when computing the

winner for a vertex v not all winners’ coordinates for all children of v have already

been computed and available. Because of the causal style of processing, SOM-SD

can only discriminate among trees. In fact, when computing the winning neuron for

a vertex in a DAG, no information about the parents is used. This leads to a loss

of discriminative power, as illustrated in Figure 1.9, where it is obvious that all the

vertices labeled “d” and belonging either to the tree (a) or the DAG (b) will have

the same input representation (assuming maximum out-degree 2 for any structure)

x“d” = [d�−1�−1�−1�−1], where d is the vector encoding the label “d”. Because

of that, the winner neuron for all these vertices will be the same; let us denote the

coordinates of this winning neuron y“d”. Then, the input representation for all the

vertices labeled “b” and belonging either to the tree (a) or the DAG (b) will be

x“b” = [b�y“d”�−1�−1], and similarly all vertices labeled “c” will have as input

representation x“c” = [c�y“d”�−1�−1]. Consequently, the two supersources of

(a) and (b) will get the same input representation x“a” = [��y“b”�y“c”], where

y“b” and y“c” denote the coordinates of the winning neurons for x“b” and x“c”,

respectively. It is thus clear that any SOM-SD map is not able to discriminate among

the two structures presented in Fig. 1.9.
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Fig. 1.11. Examples of two different DAGs which cannot be discriminated by a CSOM-SD.
This is due to the fact that the CSOM-SD is not able to get a different winner for vertices at
the same level. This is represented in the picture by grouping together vertices that necessarily
get the same winner, e.g. neuron n1 is winner for all the vertices in the lower level of both
DAG (a) and DAG (b).

1.8.2 CSOM-SD can discriminate DBAGs

The CSOM-SD builds on the SOM-SD by taking both ancestors and descendants

of a vertex in a directed graph into account. This allows CSOM-SD to discrimi-

nate between the two structures shown in Figure 1.9. For example, assuming the

edge enumerations given in Figure 1.10, a two layered CSOM-SD, i.e. i = 1,

will have a map at level 1 for which the vertex labeled “d” in the tree (a) at

the left side will have input representation [d�−1�−1�−1�−1�y
(0)
“��� �−1�−1], the

vertex labeled “d” in the tree (a) at the right side will have input representation

[d�−1�−1�−1�−1�y
(0)
“c�� �−1�−1], and the vertex labeled “d” in the DAG (b) will

have input representation [d�−1�−1�−1�−1�y
(0)
“��� �y

(0)
“c�� ]. So, all the vertices la-

beled “d” will get a different representation, and it is not difficult to build a map

where each of them has a different winner.

The reader may now think that any couple of (indegree and outdegree bounded)

DAGs can be discriminated by a CSOM-SD. Unfortunately this is not true since

there are specific symmetries, such as the one shown in Figure 1.11, which does

not allow any CSOM-SD to discriminate between two different DAGs. In fact, let

consider the layered CSOM-SD model. The SOM-SD M0, by definition, will get

the same winner for all the vertices at the lower level, i.e. level 3, of both DAG (a)

and DAG (b). Let denote the winning neuron n1. Because of that, all the vertices

located at the level above, i.e. level 2, will get the same winner, n2, and so on,

up to the supersources, that will get the same winner n4. Let now consider the

SOM-SDM1. All the vertices at level 3 will get the following input representation

[d�−1�−1�−1�−1�y
(0)
n2 �y

(0)
n3 ], where with y

(0)
ni we denote the coordinate vector of

the winner neuron ni in map M0. Similarly, all the vertices at level 2 will get the

following input representation [d�y
(0)
n1 �−1�−1�y

(0)
n3 �−1�−1], and all the vertices at
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level 1 will get the following input representation [d�y
(0)
n2 �y

(0)
n1 �y

(0)
n4 �−1�−1], and

finally, the two supersources at level 0 will get the following input representation

[d�y
(0)
n3 �y

(0)
n3 �−1�−1�−1�−1]. Thus also map M1 will not be able to get different

winners for vertices that are at the same level. Because of that, it is not difficult to

see that adding a map to the CSOM-SD, i.e.M2, does not help.

Following an argument similar to the one described in [1.17] for Recursive

Cascade-Correlation Networks, it can be shown that the class of DBAGs can be

fully discriminated by CSOM-SD maps.

1.9 Creating Kernel Functions from Self Organizing Map

Activations

In recent years, techniques able to learn in structured domains with no need to repre-

sent data in vectorial form have been developed. Specifically, kernels for structured

domains (see [1.8] for an overview), allow a direct exploitation of structural infor-

mation, obtaining very good results. In this section, we briefly review some kernels

for trees specifically developed for natural language processing applications, i.e. the

well known Subtree kernel (ST) [1.27] and Subset tree kernel (SST) [1.3]. Then we

point out an important limitation of standard kernels for structures, i.e. that in the

case of large structures and many symbols, the feature space implicitly defined by

these kernels is very sparse [1.24]. As a result, Support Vector Machines (SVM)

[1.5] using these kernels cannot be trained effectively and several support structures

are generated, thus leading to a final model which is very similar to the nearest

neighbor rule. It is clear that any kernel machine cannot work well when used to-

gether with these kernels.

The ability of SOM-SD to represent the data onto a low dimensional discrete

lattice preserving as much as possible their topology in the original space may pro-

vide a viable technique for defining similarity functions based on matching of non

identical structures in the original space. In the following, we instantiate this idea

by using a SOM-SD for representing a set of trees and then we propose a family of

kernels, called Activation Mask Kernels, defined on top of a SOM-SD with the aim

of exploiting both its compression and “topology” preserving capabilities. Since the

methodology presented does not makes use of any particular characteristic of the

SOM-SD, any Self Organizing Map described in this chapter could be used for rep-

resenting the data.

The experimental results obtained on a classification task involving a relatively

large corpus of XML formatted data, provide evidence that, when sparsity on the

data is present, the proposed kernels are able to improve the overall categorization

performance over each individual method, i.e. either SVM using tree kernels or

SOM-SDs equipped with a 1-NN classification rule. This demonstrates that, neither

tree kernels nor SOM-SDs are always able to retain all the relevant information for

classification. The approach proposed here can thus be considered as a first step in

the direction of defining approaches able to fully exploit the structural information

needed to solve learning tasks defined on structured domains.
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A brief introduction to kernel methods is given in section 1.9.1, the Activa-

tion Mask Kernel is proposed in section 1.9.2, the relationship with similar tech-

niques are discussed in section 1.9.3, finally experimental findings are discussed in

Section 1.9.4.

1.9.1 Kernel Methods for Tree Structured Data

Among all machine learning techniques which directly process structured data, ker-

nel methods [1.6] are gaining more and more popularity: they are both theoretically

well founded in statistical learning theory and show very good results on many

applications [1.22, 1.3, 1.1]. The class of kernel methods comprises all those algo-

rithms that do not require an explicit representation of the examples but only infor-

mation about the similarities among them. This information is given by the kernel

functions. Any kernel method can be decomposed into a problem specific kernel

function and a general purpose learning algorithm. Since the learning algorithm in-

terfaces with the problem only by means of the kernel function, it can be used with

any kernel function, and vice versa. Kernel methods look for linear relations in the

feature space. The problem is generally expressed as a constrained optimization

problem where the objective function usually minimizes a regularization term plus

a term related to the error on the training set. If the kernel function employed is

symmetric positive semidefinite the problem is convex and thus has a global mini-

mum. In the following when we will refer to kernel functions we will always mean

symmetric positive definite functions. An example of a kernel method, which we

are going to use the in the following, is the Support Vector Machines (SVM) [1.5].

A common way of establishing the similarity between two vectors is by their

dot product. It can be demonstrated that the evaluation of a kernel function, i.e. a

symmetric positive semidefinite function, corresponds to performing a dot product

in a suitable space, called feature space. Notice however that the use of kernel func-

tions avoids to explicitly access the feature space, thus relating the computational

complexity of the method to the complexity of the kernel function and not to the

size of the representation in feature space.

In literature are defined kernel functions for many type of objects, such as strings

[1.28], trees [1.18] and graphs [1.8].

In the following, two of the most popular tree kernels, which will be used as

(strong) baseline kernels in this chapter, are described. In particular, a kernel for

trees can be defined by considering subset trees (SST) as proposed in [1.3] or by

considering matching proper subtrees (ST) as proposed in [1.27].

A proper subtree rooted at a node t of a tree T is the tree composed by t and all

of its descendant nodes. A subset tree is a subtree for which the following constraint

is satisfied: either all of the children of a node belong to the subset tree or none of

them. Given an input tree T , let hs(T ) be the number of times a subtree s occurs

in T (here s ranges over all possible subtrees of a dataset). The SST kernel can be

efficiently calculated by a recursive procedure defined as:
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K(T1� T2) =
�

t1∈T1

�

t2∈T2

m�

s=1

hs(t1)hs(t2)

=
�

t1∈T1

�

t2∈T2

C(t1� t2)�

where ti ∈ T1 is the proper subtree of T1 rooted at the node ni.

C(t1� t2) =
�m

s=1 hs(t1)hs(t2) can be recursively computed according to the fol-

lowing rules:

1. if the productions3 at t1 and t2 are different then C(t1� t2) = 0;

2. if the productions at t1 and t2 are the same, and t1 and t2 have leaf children

only (i.e. they are pre-terminals symbols), then C(t1� t2) = λ;

3. if the productions at t1 and t2 are the same, and t1 and t2 are not pre-terminals,

thenC(t1� t2) = λ
�nc(t1)

j=1 (1+C(chj [t1]� chj[t2])), where nc(t) is the number

of children of a node t and chj [t] is the j-th child of a node t. Finally, λ > 0 is a

weighting parameter whose purpose is to reduce the influence of larger subtrees

[1.3].

The ST kernel counts the number of proper subtrees. This value can be obtained

by a simple modification of the rule 3) of the SST. Specifically, the definition of C

becomes C(t1� t2) = λ
�nc(t1)

j=1 C(chj [t1]� chj [t2]).
The computational complexity in time of a ST kernel evaluation isO(NT logNT ),

while SST has a worst case computational complexity of O(N2
T ), where NT =

max{NT1 � NT2} and NT1 , NT2 are the number of nodes of trees T1 and T2, respec-

tively.

By observing the recursive formulation of the subtree and subset tree kernels,

it can be noticed that in both cases subtrees match only if the labels of the corre-

sponding nodes are identical. While this assumption, in practice, greatly reduces

the computational complexity of the kernel computation procedure, it also severely

limits its applicability when the labels are taken from a large domain since the prob-

ability that structures match can be very low. In such cases the kernel is said to be

sparse with respect to the current problem instance. A sparse kernel is not able to

give to the kernel technique sufficient information thus its generalization capability

is greatly reduced.

1.9.2 The Activation Mask Kernel

In this section, we show how novel kernels for trees can be defined on the basis of

a SOM-SD. The basic idea is to represent each vertex of a tree on the activation

map (feature space) of a SOM-SD and then define a kernel which computes the dot

product in this space.

Let ne�[m] denote the set of neurons (from a SOM-SD) in the �-neighborhood of

the neuron m, i.e. {m�|Δm�m ≤ �}. An interesting measure of similarity between

3 A production is defined as the label of a node plus the labels associated to its children.
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two subtrees which takes into account the topology induced by the SOM-SD can

be defined as the cardinality of the intersection of the �-neighbors of the neurons

mostly activated by these subtrees. We define the set of neurons shared by the two

�-neighbors related to structures t1 and t2 as

I�(t1� t2) = ne�[yt1
] ∩ ne�[yt2

]. (1.10)

A similarity measure between two trees T1 and T2 can be defined by the function:

K(I)
� (T1� T2) =

�

t1∈T1

�

t2∈T2

|I�(t1� t2)|. (1.11)

Alternative functionswhich emphasize the alignment between the activation profiles

of two subtrees can be considered instead of the strict intersection. For example, it

is possible to weight differently matching regions depending on the distance from

the activated neurons:

K�(T1� T2) =
�

t1∈T1,

t2∈T2,

m∈I�(t1�t2)

Q�(m�yt1
)Q�(m�yt2

)�

where Q�(m�m�) is inversely proportional to the distance Δmm� between map

neuronsm and m� andQ�(m�m�) = 0 when the neurons are not in the �-neighborhood

of each other, i.e. Δmm� > �. As an example, Q�(m�m�) can be defined as

Q�(m�m�) =

�
�− ηΔmm� if Δmm� ≤ �

0 otherwise
(1.13)

where 0 ≤ η ≤ 1 is a parameter determining how much the distance influences the

neighborhood activation.

Since this kernel is built on activation masks of a SOM-SD, we shall refer to this

approach as the activation mask kernel (AM-kernel).

Figure 1.12 gives an example of construction of the feature space representation

of 3 trees according to the AM-kernel. On the left part of the image three simple

trees selected from the INEX 2005 dataset (see section 1.9.4) and on the right part

their activation masks referring to a 5 × 4 map. The height of each element of the

map corresponds to the value of the activation. Note that the tree on top and the tree

on the center are more similar to each other than to the tree on the bottom and this

is reflected in the activation masks.

The similarity function K�(T1� T2) is a kernel for any choice of Q�(m�m�). A

way to demonstrate this is to show that there exists a function φ such that for every

T1� T2, we have φ(T1) · φ(T2) = K�(T1� T2), i.e. K� can be expressed as a dot

product in the feature space induced by φ. Specifically, let us define a feature space

which has the same dimension as the map produced by the SOM-SD. Let a × b be

the size of the rectangular grid of the map, then φ(T ) ∈ �a�b. Now, given a tree

T , we define the mask M ∈ �a�b where every element of M is associated to a
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Fig. 1.12. Example of representation in feature space of three trees according to the Activation
Mask Kernel for � = 1. On the left part of the image three simple trees and on the right part
their activation masks referring to a 5 × 4 map. The height of each element of the map
corresponds to the value of the activation.

neuron of the map. Let M be initially set to the null vector. The feature vector is

then constructed by computing the best-matching neuron yt for each subtree t ∈ T

when presented to the SOM-SD. Then, the entries of M associated to neighbors

within radius � of yt are updated according to Mm = Mm + Q�(m�yt); finally,

the feature vector φ(T ) will be defined as φ(T ) = [M1� . . . �Ma�b]. At this point

it is easy to check that for a given tree T , Mm(T ) =
�

t∈T Q�(m�yt) where t

runs over all possible subtrees of T , and we can check that the kernel is obtained by

performing the dot product in feature space, i.e.



26 Fabio Aiolli et al.

M(T1) ·M(T2) =
�

m

Mm(T1)Mm(T2)

=
�

m

�

t1∈T1

Q�(m�yt1
)

·
�

t2∈T2

Q�(m�yt2
)

=
�

t1∈T1�t2∈T2

�

m

�
Q�(m�yt1

)

·Q�(m�yt2)
�

=
�

t1�t2

�

m∈I�(t1�t2)

�
Q�(m�yt1

)

·Q�(m�yt2
)
�

= K�(T1� T2)�

where the third derivation is justified by the fact that Q�(m�yt) = 0 whenever m

is not in the �-neighborhood of yt.

The computational complexity of a kernel evaluation of the proposed approach

is governed by Eq. (1.10) and Eq. (1.11). Specifically it is dominated by the selection

of the winning neurons y, which has to be performed for each vertex of each tree

involved. Thus the whole process has complexity O(a · b · (|T1|+ |T2|)). Note that

the proposed approach requires the initial training of a SOM-SD, which however

is performed only once thus not affecting the overall computational complexity of

kernel evaluations.

1.9.3 Related Work

The novelty of the proposed approach consists in creating a novel set of features

from the current dataset. It differentiates from feature selection approaches [1.11]

and feature weighting approaches [1.29] in the adaptive nature of the feature cre-

ation process.

Moschitti et al. [1.2] describe a kernel which allows a limited degree of soft

matching. However in their approach only leaf node labels can match while not

being identical. Our approach allows soft matchings between entire structures.

The elastic tree kernel [1.19] also allows matching between node with different

labels and subtrees with “partially” different structure. Although the definition of the

elastic tree kernel allows soft matching between labels, in the experiments presented

only exact matchings were considered. The similarity function between labels in

[1.19] is defined as the sum of the similarities of each of the two labels with respect

to each possible label of the domain. Clearly the application of such approach is

severely limited by the size of the label domain. The Activation Mask Kernel creates

a fixed set of features and then performs exact matching on those features. By fixing

the feature space we generally restrict its size with respect to complex kernels such

as the elastic tree kernel, and thus potentially avoid overfitting. The drawback of our

approach consists in the fact that the novel features must keep enough information
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for the learning task. Section 1.9.4 presents some empirical results and discusses the

settings in which the use of SOM-SD enhances the learning accuracy.

1.9.4 Experiments and Discussion

To evaluate the performance of the AM-kernel, we used the INEX 2005 dataset for

demonstration purposes. The INEX 2005 dataset is a relatively large set of XML for-

matted documents which were made available as part of the 2005 INEX document

mining competition [1.7] (data can be downloaded from http://xmlmining.lip6.fr).

The dataset is formed by XML documents describing movies from the IMDB site.

Specifically we will use the corpus (m-db-s-0), which consists of 9� 640 docu-

ments containing XML tags only, i.e. no further textual information available. All

documents have one out of 11 possible target values. 3377 documents comprise

the training set, while 1447 documents constitute the validation set. All remaining

documents form the test set.

A tree structure is extracted for each of the documents in the dataset by following

the general XML structure within the documents. This resulted in a dataset consist-

ing of 684191 vertices (subtrees) with maximum out-degree 6418. Representing on

the map such large structures poses computational complexity issues: not count-

ing node label size, map prototypes of a two-dimensional map should be of size

6418 · 2 = 12836. Managing such large vectors would have dramatically delayed

the learning process. Thus, while not being strictly necessary, a pre-processing step

was performed on the dataset in order to reduce redundancies in the dataset. First,

repeated sequences of tags within the same level of a structure were collapsed. For

example, the structure:

<BB>

<a> </a>

<b> </b>

<a> </a>

<b> </b>

<a> </a>

<b> </b>

</BB>

is consolidated to

<BB>

<a> </a>

<b> </b>

</B>

A further reduction has been achieved by collapsing simple sub-structures which

have the property of a data sequence into a single vertex. For example, the sequential

structure <A><b><c></c></b></A> can be collapsed to

<A><b�c></b�c></A>, and even further to <A�b�c>. The pre-processing step

reduced the maximum out-degree to 32, and the total number of vertices to 124� 359.

A unique ID is associated with each of the possible 197 XML tags. In order to

account for nodes which represent collapsed sequences, we attached a three dimen-

sional data label to each node (the longest collapsed sequence is of length 3). The

first element of the data label gives the ID of the XML tag it represents, the second

element of the data label is the ID number of the first tag of a collapsed sequence

of nodes, and consequently, the third element is the ID of the tag of the leaf node

of a collapsed sequence. For nodes which do not represent a collapsed structure,
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the second and third element in the data label is set to zero. Note that by using a

progressive number for encoding the labels we are imposing a metric on the labels:

while all different labels should be equally dissimilar, it happens that different labels

having close IDs turn out to be more similar than labels having far IDs. Note that

avoiding to impose a metric would have required to define perpendicular vectors for

each pair of different labels. This can be achieved by 197 sized vectors which, again,

would have delayed the training process of the SOM-SD. The reason for applying

this preprocessing of the data is threefold:

– it reduces the turn around time for the experiments, and hence, allows a more

comprehensive exploration of the parameter space;

– it replicates the experimental setting of [1.25], which produces SOM-SD maps

with state of the art performances on this task;

– the resulting dataset, as it will be shown in this section, is sparse, and thus it is

the right candidate to support our claims about the Activation Mask Kernel.

The SOM-SD was shown to produce the best known clustering performance on

these data by participating and winning the international competition on the cluster-

ing of XML structured documents [1.25].

As a baseline, the SVM with ST and SST kernels [1.23] was applied to the same

dataset. In order to have a quantitative measure for the sparsity of a kernel with

respect to a dataset, we defined the sparsity index as the percentage of null kernel

values with respect to the total number of pairs of elements in the dataset S:

Sparsity(K�S) =
|{(i� j) ∈ S|K(i� j) = 0}|

|S|2
. (1.15)

The sparsity index computes the proportion of example pairs in the instance set S

whose kernel value is 0.

The obtained results, together with the values of the sparsity index (eq. 1.15) for

each kernel, all computed on the test set, are shown in Table 1.1. The best accuracy

on test set has been obtained by the SST kernel with an error rate of 11.21%. This

result was obtained by setting λ (see Section 1.9.1) to 1.1 and setting the C hyper-

parameter of SVM to 10. Table 1.1 shows that both ST and SST kernels are very

sparse.

classification error Sparsity Index

ST Kernel 11.27% 0.5471

SST Kernel 11.21% 0.5471

Table 1.1. Classification error and sparsity index of the Tree Kernels

Training a SOM-SD involves the setting of many parameters. Due to SOM-

SD training times (e.g., about 12 hours for a single large map (110 × 80) on a

AMD Athlon(tm) 64 X2 Dual Core Processor 3800+), and the number of parameters

involved, a comprehensive sampling of the parameter space was not feasible. Thus,
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Table 1.2. Mean classification error of the SOM-SD maps with respect to number of training
iterations (between brackets the standard deviation). Statistics are divided according to map
size. The last column reports the mean classification error of all the maps.

Mean Classification Error (%) w.r.t to Map Size
110 × 80 77× 56 55× 40 All maps

iter=32 13.44 (2.45) 18.81 (2.26) 28.64 (5.23) 20.30 (7.71)

iter=64 11.87 (2.07) 17.39 (5.35) 25.28 (5.44) 18.18 (6.74)

iter=128 11.40 (2.09) 19.08 (5.97) 24.53 (3.74) 18.34 (6.60)

we decided to run preliminary experiments involving the validation set to sort out

the most relevant parameters with respect to the definition of the proposed kernels.

The selected parameters were the map dimension, the number of training iterations,

and the value of µ. For these parameters the following values were used:

– map dimension: 110× 80� 77× 56� 55× 40;

– number of training iterations: 32� 64� 128;

– µ: 0.05� 0.25� 0.45� 0.65� 0.85.

For what concerns the other SOM-SD (hyper) parameters, the following values were

chosen: η(0) = 1, σ(0) = 18, a sigmoidal decrease of η, and hexagonal map topol-

ogy. By combining the above parameters, 45 different maps were built with the aim

of spanning as much as possible the space of SOM-SD parameters and therefore

getting insights on the dependency of the final results from the maps. Since the

SOM-SD is an unsupervised technique, the union of the training and validation sets

has been used for creating the maps.

After the training phase each map was evaluated on the test set using a k-nn pro-

cedure with k = 1. The resulting classification error ranges from significantly above

the baseline (35.17%) to a much lower value of the classification error (8.65%). The

mean classification error is 18.94% with a standard deviation of 6.98. This means

that the results are indeed very sensitive to the parameter choice. In the following

we analyse the dependence of the classification error from each parameter:

Map size: The mean classification error of 110× 80 maps is 12.24% with standard

deviation 2.23, the mean error of 77 × 56 maps is 18.43% with standard deviation

4.52 and the mean classification error of 55 × 40 maps is 26.15% with standard

deviation 4.87. For this problem, clearly bigger maps are to be preferred. This is

due either to the fact that smaller maps do not have enough neurons for representing

effectively all statistically interesting type of structures for the task or that different

structures are positioned too close, i.e. the topology of the input space can not be

preserved.

Training iterations Table 1.2 reports the mean classification error of the maps with

respect to the number of training iterations. Statistics are divided according to map

size since the values significantly depend on that. Both 55× 40 and 110× 80 maps

decrease mean error by increasing the number of training iterations, so it seems a

viable suggestion to use as many training iterations as possible
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Table 1.3. Mean classification error of the SOM-SD maps with respect to the parameter µ
(between brackets the standard deviation). Statistics are divided according to map size. The
last column reports the mean classification error of all the maps.

Mean Classification Error (%) w.r.t to Map Size
110× 80 77× 56 55× 40 All maps

µ=0.05 12.72 (0.52) 18.28 (2.78) 29.55 (7.05) 20.19 (3.32)

µ=0.25 14.19 (2.43) 23.12 (0.99) 29.70 (2.53) 22.34 (0.86)

µ=0.45 12.17 (1.80) 21.51 (2.10) 27.87 (0.19) 20.52 (1.03)

µ=0.65 12.37 (7.21) 14.79 (4.76) 21.19 (1.01) 16.12 (3.12)

µ=0.85 9.72 (1.68) 14.43 (3.98) 22.43 (3.24) 15.52 (1.17)

Parameter µ: The parameter µ balances the influence of the label component and

the state of the children componentwhen computing the similarity between a neuron

and a structure encoded as a neuron. thus, the µ parameter are clearly task depen-

dent. In our case, table 1.3 shows that a high value of µ leads to lowest classification

error on average.

Experiments proceeded by testing the activation mask kernels (AM) defined in

Section 1.9.2. For each map and for different values of � (see Eq. (1.10)) a kernel

was defined. For each kernel, the C parameter of the SVM was selected on the vali-

dation set from the following values: 0.001� 0.01� 0.1� 1� 10� 100� 1000. Finally, with

the selected value, an SVM was trained on the union of the training and validation

sets and then evaluated on the test set. In all the experiments described in the follow-

ing a time out of 24 hours on each executable run was set. This was done in order to

obtain the results in a fair amount of time. Indeed, with this limitation, the overall

experimentation lasted for more than 3 months.

The classification error on the test set for each value of � ranges from 9.15% to

5.20% with a mean value of 6.93% and standard deviation 0.97. By selecting the �

value on the validation set the classification error ranges from 9.08% to 5.20% mean

classification error 6.79% and standard deviation 1.06.

In these experiments, the use of the Activation Mask kernel always improved the

classification performance. In some cases the error is reduced up to the 76.5% with

respect to SOM-SD and up to the 53.6% with respect to the SVM with SST kernel.

The mean improvement with respect to the SST is 39.5% with standard deviation

0.012. The cumulative low standard deviation suggests that the improvement is quite

independent with respect to the chosen map. According to these experiments, the

method used for selecting the parameters is reliable. In fact, if for each map we select

the best performance obtained on the test set and we subtract this value from the

performance obtained by the value of � selected by the validation set, the mean value

obtained over the set of maps is 0.25 (with standard deviation 0.256). Moreover,

selecting both the map and the � in validation, would have led us to obtain the

lowest classification error, i.e. 5.20%.The mean improvement of the AM-kernel with

respect to the SOM-SD is 60.6% with standard deviation 0.094.
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Table 1.4. Mean classification error of the AM-kernel with respect to number of training
iterations (between brackets the standard deviation). Statistics are divided according to map
size. The last column reports the mean classification error of all the maps.

Mean Classification Error (%) w.r.t to Map Size
110 × 80 77× 56 55× 40 All maps

iter=32 5.66 (0.33) 6.36 (0.54) 8.53 (1.07) 6.85 (1.50)

iter=64 5.68 (0.50) 6.65 (0.89) 7.84 (0.80) 6.73 (1.08)

iter=128 6.16 (0.74) 6.75 (0.51) 7.45 (0.57) 6.79 (0.65)

In the following we analyse the dependence of the classification error from each

parameter of the SOM-SD and from the � of the AM-kernel:

Map size: The mean classification error of 110 × 80 maps is 5.83% with standard

deviation 0.44, the mean error of 77×56 maps is 6.59% and the mean classification

error of 55 × 40 maps is 7.94%. As for the SOM-SD, larger maps result in lowest

classification error. Note however that, for each map size, the standard deviation is

significantly lower than the standard deviation of the SOM-SD. The gap between the

classification error related to different map sizes is significantly lower than SOM-SD

one.

Training iterations: Table 1.4 reports the mean classification error of the maps with

respect to the number of training iterations. Statistics are again divided according to

map size. Differently from the SOM-SD, the AM-kernel classification accuracy of

110×80 and 77×56 maps do not benefit from a higher number of training iterations.

That is reasonable since, if the map is large enough, the neurons with time specialize

more and more tending, in the end, to represent singular structures. In other words,

it is more likely that different structures are represented by the same set of neurons

(getting a higher matching value) during the first learning iterations than at the end

of the learning process. Since our goal was to let match different structures for

reducing sparsity, not making use of too many training iterations seems a viable

suggestion. Only for 55 × 40 maps a higher number of iterations helps in reducing

the classification error. This may be due to the fact that, since the map is relatively

small, very different structures can be forced to be encoded by nearby prototypes

(influencing each other representation) and thus more training iterations are needed

for differentiating those structures.

Parameter µ: Table 1.5 shows the behavior of the AM-kernel with respect to µ

values. It seems that there is no evident correlation of the accuracy and the parameter

µ. By comparing corresponding elements of table 1.5 and table 1.3 it can be noticed

that the error is always reduced and the lower standard deviation of the AM-kernel

results suggests that AM-kernel results are quite robust.

Parameter �: We finally analyse the dependence of the results from the neighbor-

hood size of the AM-kernel. Data is presented in table 1.6. The classification error,

for all map size, initially decreases by increasing �, reaches a minimum when � = 1
or � = 2 and then increases again. This seems to suggest that, at least for this task,

propagating information to a restricted number of neighboring nodes is beneficial.
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Table 1.5. Mean classification error of the AM-kernel with respect to the parameter µ (be-
tween brackets the standard deviation). Statistics are divided according to map size. The last
column reports the mean classification error of all the maps.

Mean Classification Error (%) w.r.t to Map Size
110× 80 77× 56 55× 40 All maps

µ=0.05 5.81 (0.54) 6.51 (0.90) 8.06 (0.98) 6.79 (0.81)

µ=0.25 5.74 (0.56) 7.25 (0.37) 7.74 (1.19) 6.91 (0.71)

µ=0.45 5.46 (0.25) 6.66 (0.47) 7.97 (0.46) 6.70 (0.39)

µ=0.65 5.98 (0.25) 6.45 (0.23) 7.75 (0.76) 6.73 (0.42)

µ=0.85 6.17 (0.45) 6.06 (0.32) 8.20 (0.47) 6.81 (0.42)

Table 1.6. Mean classification error of the SOM-SD maps with respect to the parameter �.
Statistics are divided according to map size. The last column reports the mean classification
error of all the maps.

Mean Classification Error (%) w.r.t to Map Size
110× 80 77× 56 55× 40 All maps

�=0 6.50 (0.39) 6.86 (0.50) 7.97 (0.64) 7.11 (0.51)

�=1 5.74 (0.36) 6.50 (0.54) 7.83 (0.71) 6.69 (0.54)

�=2 5.72 (0.41) 6.53 (0.60) 7.84 (0.67) 6.69 (0.56)

�=3 5.98 (0.44) 6.91 (0.59) 8.01 (0.60) 6.97 (0.54)

�=4 6.16 (0.50) 7.05 (0.76) 7.92 (0.62) 7.04 (0.63)

�=5 6.23 (0.40) 7.06 (0.46) 8.03 (0.63) 7.11 (0.49)

When, on the contrary, the � value is to high, the influence of a node extends to far

letting match dissimilar structures which are not supposed to.

In order to explain the obtained results, we collected statistics about sparsity on

the test with respect to AM neighborhood size. The values obtained are listed in

table 1.7. The sparsity index for all maps with � = 0 is basically equivalent to the

Table 1.7. Mean sparsity index of the AM-Kernel maps with respect to the parameter � (be-
tween brackets the standard deviation). Statistics are divided according to map size. The last
column reports the mean sparsity index of all the maps. The last row reports the sparsity index
of the subset tree kernel.

Mean Sparsity Index (%) w.r.t to Map Size
110× 80 77× 56 55× 40 All maps

�=0 0.55 (0.0001) 0.55 (0.0005) 0.54 (0.0018) 0.55 (0.0008)

�=1 0.54 (0.0097) 0.47 (0.0356) 0.28 (0.0536) 0.43 (0.0330)

�=2 0.40 (0.0593) 0.15 (0.0181) 0.11 (0.0072) 0.22 (0.0282)

�=3 0.16 (0.0361) 0.10 (0.0084) 0.09 (0.0093) 0.12 (0.0179)

�=4 0.11 (0.0134) 0.09 (0.0113) 0.08 (0.0153) 0.09 (0.0134)

�=5 0.09 (0.0132) 0.07 (0.0241) 0.07 (0.0222) 0.08 (0.0199)

SST 0.54

baseline. This means that apparently no different structures are represented by the

same neuron in the map. Note that having the same set of matching structures does

not imply that kernel functions must be equal since different kernel functions may
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weight differently each match. The reason for adding the � parameter was precisely

to reduce sparsity, i.e. to allow matchings between structures represented similarly

by the SOM-SD. By increasing the neighborhood size � the sparsity reduces. This

is more evident for smaller maps since it is more likely that structures are repre-

sented nearby. However, if we compare the corresponding elements of table 1.7 and

table 1.6 it is evident that a reduction in sparsity does not implies systematically a

reduction of the classification error. Generally speaking, from � = 0 to � = 2 both

the sparsity and the classification error tend to be reduced; from � = 3 to � = 5 the

sparsity still decreases but the classification error increases. In other words low spar-

sity does not guarantee high accuracy. High � values may over-represent a structure

on the map and thus making it similar to structures which are considered different

for the current task.

In order to further sustain our claim that the AM kernel is especially useful for

tasks in which traditional kernels are sparse, we ran the same set of experiments on

a similar, but non sparse dataset involving XML documents which has been used

for the 2006 INEX Competition [1.7]. In this case the training, validation and test

sets consisted of 4237, 1816 and 6054 documents, respectively. Each document be-

longs to 1 out of 18 classes. By applying the same methodology as in the previous

experiment, the following results were obtained. The sparsity of the SST kernel was

0.0025 and its classification error was 59.31%. In this case, the mean sparsity of the

AM kernels, computed over 45 different maps, ranged from 0.0026 (with standard

deviation 0.0000051) to 0.0003 (with standard deviation 0.0003034) when consid-

ering the same set of values for the � parameter. The SOM-SD classification error

ranged from 67.66% to 60.77% with a mean value of 63.98%. The test error of the

AM kernel varied from 64.24% to 58.24% with a mean value of 61.579%.

It has not been formally demonstrated that the SOM-SD algorithm is able to al-

ways produce the lower dimensional representation which best represent the topol-

ogy of the input space. While the demonstration is beyond the scope of this chapter,

we empirically investigated the usefulness of the SOM-SD learning algorithm by

running the same set of experiments on the INEX 2005 dataset starting from ran-

dom, i.e. non trained, maps. Since the number of training iterations was fixed to 0,

15 maps were created. Classification error on the test set of the AM-kernel (results

on the validation set are very similar) ranges from 90.36% to 28.21% with a mean

value of 51.55% and standard deviation 17.68. Results are most evidently correlated

with the parameter µ: higher values of µ give lowest classification error. This is not

surprising since being the map random the structural information contained in the

neurons is useless or misleading, thus by giving more importance to label informa-

tion best results are obtained. The results of the last experiment clearly show the

usefulness of the SOM-SD learning algorithm.

As a last remark we want to stress the fact that the AM-kernel can be defined

on top of any topology preserving low dimensional representation of the data, not

necessarily it must be combined with the SOM-SD. For example, when information

about the ascendant nodes is important for the task, maps could be built by means
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of the CSOM-SD. The AM-kernel can be defined for more complicated types of

structures such as graphs by using the graph SOM-SD.

1.10 Conclusions

In this chapter, we have presented Self-OrganizingMaps for processing of structured

data. Specifically, we have reviewed the basic concepts and learning algorithms un-

derpinning the SOM-SD and CSOM-SD models. SOM-SD assumes that the input

structures have been generated by a causal system, and thus this model is only able

to discriminate between trees. CSOM-SD was devised to cope with additional in-

formation, i.e. the structural context in which a given substructure occurs. We have

discussed which class of structured this model is able to discriminate, i.e. DBAGs.

We have also shown, on a simple graphical dataset, which kind of results to

expect by these maps. Basically, the maps are able to cluster the input structures

according to their skeleton. Then, among structures with identical skeleton, a further

refinement is obtained by looking at the labels attached to each vertex.

We have also pointed out that in practical applications involving structured data,

using a kernel method may not give an optimal performance because of sparsity of

the adopted kernel. This is particularly true for structured data involving discrete

variables. In this chapter, we have shown an example of this event for Subset and

Subtree kernels applied to XML documents represented as trees. We have suggested

that such sparsity can be reduced by learning a metric on the trees which can then

be exploited to define kernels which are not sparse. Specifically, we have suggested

to learn such metric by exploiting SOM-SD. Then, a family of kernels for trees is

defined on top of the SOM-SD map, and according to the topological information

coded into the map. The aim of this approach is to learn, in an unsupervised fashion,

a kernel which is neither sparse nor uninformative. Experimental results on a rela-

tively large corpus of XML documents, for which both Subset and Subtree kernels

exhibit the sparsity problem, have shown that the new kernels are able to improve

on the performance of both SOM-SD and the standard tree kernels. This improve-

ment is quite independent from the map used to define the kernel, thus showing that

the proposed approach is quite robust. Experimental results obtained on a similar

dataset, for which, however, Subset and Subtree kernels do not exhibit the sparsity

problem, show that there is not a significant improvement in performances. Thus it

seems reasonable to state that the proposed approach is particularly suited in situa-

tions where the sparsity problem for standard tree kernels is present.

References

1.1 Tatsuya Asai, Kenji Abe, Shinji Kawasoe, Hiroki Arimura, Hiroshi Sakamoto, and Set-
suo Arikawa. Efficient substructure discovery from large semi-structured data. Proc.
Second SIAM Int’l Conf. Data Mining (SDM ’02), pp. 158-174, 2002.



References 35

1.2 Stephan Bloehdorn and Alessandro Moschitti. Structure and semantics for expressive
text kernels. Proceedings of the Sixteenth ACM conference on Conference on Informa-
tion and Knowledge Management (CIKM ’07), pp. 861-864, 2007.

1.3 M. Collins and N. Duffy. New ranking algorithms for parsing and tagging: Kernels over
discrete structures, and the voted perceptron. Proceedings of the 40th Annual Meeting
on Association for Computational Linguistics (ACL ’02), pp. 263-270, 2002.

1.4 T. H. Cormen, C. E. Leiserson, and R. L. Rivest. Introduction to Algorithms. The MIT
Press, 1990.

1.5 Corinna Cortes and Vladimir Vapnik. Support-vector networks. Mach. Learn.,
20(3):273–297, 1995.

1.6 Nello Cristianini and John Shawe-Taylor. An Introduction to Support Vector Machines
and Other Kernel-based Learning Methods. Cambridge University Press, March 2000.

1.7 Ludovic Denoyer and Patrick Gallinari. Report on the xml mining track at inex 2005 and
inex 2006: categorization and clustering of xml documents. SIGIR Forum, 41(1):79–90,
2007.

1.8 T. Gartner. A survey of kernels for structured data. ACM SIGKDD Explorations Newslet-
ter, 5(1):49–58, 2003.

1.9 Marco Gori, Markus Hagenbuchner, and Ah Chung Tsoi. The traffic policeman bench-
mark. Technical report, University of Wollongong, Australia, December 1998.

1.10 S. Günter and H. Bunke. Self-organizing map for clustering in the graph domain. Pat-
tern Recognition Letters, 23(4):405–417, 2002.

1.11 Isabelle Guyon. An introduction to variable and feature selection. Journal of Machine
Learning Research, 3:1157–1182, 2003.

1.12 M. Hagenbuchner, A. Sperduti, and A.C. Tsoi. Contextual processing of graphs using
self-organizing maps. Proceedings of the 13th European Symposium on Artificial Neural
Networks (ESANN ’05), pp. 399-404, 2005.

1.13 M. Hagenbuchner, A. Sperduti, and A.C. Tsoi. Contextual self-organizing maps for
structured domains. Proceedings of the Workshop on Relational Machine Learning, pp.
46-55, 2005.

1.14 M. Hagenbuchner, A.C. Tsoi, and A. Sperduti. A supervised self-organising map for
structured data. In N. Allison, H. Yin, L. Allison, and J. Slack, editors, WSOM 2001 -
Advances in Self-Organising Maps, pages 21–28. Springer, June 2001.

1.15 Markus Hagenbuchner. Unsupervised learning of data-structures. an expository
overview and comments. Technical report, University of Wollongong, Australia, and
University of Siena, Italy, markus@uow.edu.au, 1999.

1.16 Markus Hagenbuchner and Ah Chung Tsoi. A benchmark for testing adaptive systems
on structured data. Proceedings of the 7th European Symposium on Artificial Neural
Networks (ESANN ’99), pages 63–68, 1999.

1.17 Barbara Hammer, Alessio Micheli, and Alessandro Sperduti. Universal approximation
capability of cascade correlation for structures. Neural Comput., 17(5):1109–1159, 2005.

1.18 Hisashi Kashima. Machine Learning Approaches for Structured Data. PhD thesis,
Graduate School of Informatics, Kyoto University, Japan, 2007.

1.19 Hisashi Kashima and Teruo Koyanagi. Kernels for semi-structured data. Proceedings of
the Nineteenth International Conference on Machine Learning (ICML ’02), pages 291-
298, 2002.

1.20 Teuvo Kohonen. Self-Organisation and Associative Memory. Springer, 3rd edition,
1990.

1.21 Teuvo Kohonen. Self-Organizing Maps, volume 30 of Springer Series in Information
Sciences. Springer, Berlin, Heidelberg, 1995.

1.22 Huma Lodhi, Craig Saunders, John Shawe-Taylor, Nello Cristianini, and Christopher
J. C. H. Watkins. Text classification using string kernels. Journal of Machine Learning
Research, 2:419–444, 2002.



36 References

1.23 A. Moschitti. A study on convolution kernel for shallow semantic parsing. Proceedings
of the 42nd Annual Meeting on Association for Computational Linguistics (ACL’04), pp.
335-342, 2004.

1.24 J. Suzuki and H. Isozaki. Sequence and tree kernels with statistical feature mining. In
Y. Weiss, B. Schölkopf, and J. Platt, editors, Advances in Neural Information Processing
Systems 18, pp. 1321-1328. MIT Press, Cambridge, MA, 2006.

1.25 F. Trentini, M. Hagenbuchner, A. Sperduti, F. Scarselli, and A. Tsoi. A self-organising
map approach for clustering of xml documents. In Proceedings of the WCCI, pages
1805-1812, Vancouver, Canada, July 2006. IEEE Press.

1.26 Marc van Hulle, editor. Faithful Representations and Topographic Maps. New York ;
John Wiley, 2000.

1.27 S. V. N. Vishwanathan and Alexander J. Smola. Fast kernels for string and tree match-
ing. In NIPS, pages 569–576, 2002.

1.28 Chris Watkins. Dynamic alignment kernels. In Advances in Large Margin Classifiers,
pages 39–50. MIT Press, 1999.

1.29 Dietrich Wettschereck, David W. Aha, and Takao Mohri. A review and empirical eval-
uation of feature weighting methods for a class of lazy learning algorithms. Artificial
Intelligence Review, 11:273–314, 2001.


